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Abstract—In this paper, we present a new hierarchical opti-
mization solution to the graph-based simultaneous localization
and mapping (SLAM) problem. During online mapping, the
approach corrects only the coarse structure of the scene and
not the overall map. In this way, only updates for the parts of
the map that need to be considered for making data associations
are carried out. The hierarchical approach provides accurate
non-linear map estimates while being highly ef cient. Our error ] ] )
minimization approach exploits the manifold structure of the  Fig: 1. This gure shows a 3 level hierarchy constructed by approach
underlying space. In this way, it avoids singularities in the While optimizing a 3D network of 2,000 nodes and 8,647 consaleft:
state space parameterization. The overall approach is accurate }he lower level representing the original problem. Middlee intermediate

. ! - . . " evel and right, the top level.
ef cient, designed for online operation, overcomes singularities,
provides a hierarchical representation, and outperforms a serig
of state-of-the-art methods.

on Gauss-Newton with sparse Cholesky factorization that
considers a manifold representation of the state space. The
concept of a manifold allows us to estimate 3D rotations
A popular way to address the simultaneous localizawith Gauss-Newton without running into parameterization
tion and mapping (SLAM) problem are “graph-based” apsingularities, as they occur for instance with Euler angles
proaches [4, 6, 8, 9, 10, 12, 14, 18, 16]. In this formulationThis leads to a more robust and highly accurate error
the poses of the robot are modeled by nodes in a grapfinimization approach. Second, we present a novel SLAM
Spatial constraints between poses that result from obsergack-end that aims at ef ciently and accurately estimating
tions and from odometry are encoded in the edges betweg{e coarse structure of the environment for online mapping.
the nodes. In graph-based SLAM, two problems need to bghijs is done by using a hierarchical approach which can be
addressed: First, constraints need to be extracted frOHﬂ)Eenseen as “|azy" in each step because instead of repeated|y
data. This is referred to as the SLAM front-end. SeCOﬂCbptimizing all nodes of the graph, it Computes a solution
given the constraints, the most likely con guration as v&al to a simpli ed problem. This simpli ed problem, however,
the pose uncertainty need to be computed. This is referred dgntains all relevant information needed by the front-emd t
as the SLAM back-end or as the optimization engine. Duringperate successfully and it is constructed increment@ily.
online operation, these two problems are typically solved ihjerarchy consists of multiple, sparse pose-graphs reptes
an alternating way. ing the environment, see Figure 1 for an illustration.

Addressing the rst problem, requires solving the data The different levels of the hierarchy represent the origina

association problem, i.e. determining if th_e current mealgiroblem at different levels of abstraction. The bottom leve
surement covers the same part of the environment as pfe-

. . . . : corresponds to the original input, while the higher levels
vious observations. To avoid a comparison to all prewouslg ; . . .
apture the structural information of the environment in a

perceived observations, ef cient SLAM systems bound thée . S )
: .. compact manner. Every time a new observation is obtained,
search for correspondences. One way to achieve this is %o

limit the search area based on the current uncertainty atgim Wéﬁ;gehrlggrefévﬁvg tr?si?jr;s:hbeisonagr;izd o%tlml?]l:tre:el}/.
of the robot. One should note that it is not required tg 9 y - Oy

. A ﬂions of the map which are substantially changed are updated
correct the whole graph for making data associations. X o .
. . . . In the lower levels. In this way, we limit the computational
is typically sufcient to have a corrected estimate of there Lirements while preserving the alobal consistenc
robot's surroundings and the area in which the robot might beq . _ p' 9 9 o Y- .
given its pose uncertainty estimate. To identify this aeea, It is worth mentioning that our sparsi cation procedure is
accurate estimate of the coarse structure of the environmei! accurate non-linear approximation and accordingly, one

is suf cient — the whole map is not needed. can compute the covariances of the nodes by considering

The contribution of this paper is two-fold: First, we presenthe sparse graph only. This enables the front-end to operate
a novel and highly effective optimization approach baseff ciently and to use popular approaches for data assaciati
like the 2 test or the joint compatibility test [15]. We
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Il. RELATED WORK A complete graph-based SLAM system has to address
There is a large variety of SLAM approaches availabléj ifferent prgblems, namely, constructing the abstracplgra
. . . ; representation from the raw sensor measurements (front-
in the robotics community and we mainly focus on graph—end) and computing the most likely con quration of the
based approaches here. Lu and Milios [14] were the rst tQ puting y 9

re ne a man by alobally optimizing the svstem of equationd©S€S (back-end), often including uncertainty estimarfes.
PLyg Yy op 9 y q cgrrectly construct the graph, the front-end typicallyuiegs

to reduce the error introduced by constraints. Gutmann ar ; : .
. . . a consistent estimate of the structure of the environment
Konolige [10] proposed an effective way for constructin : ; L
) . ogether with the expected uncertainty for data associatio
such a network and for detecting loop closures while run-

ning an incremental estimation algorithm. Since then, many. The SLAM Front-end

approaches for minimizing the error in the constraint nekwo Our front-end is able to construct 2D and 3D maps

have been proposed. For example, Howerrd. [12] apply from laser data. Every time the robot travels a minimum

relaxation to Iocahze_the robot and bl.md a map. Frese istance a new node is added to the graph. Edges connecting
al. [6] propose a variant of Gauss-Seidel relaxation calle

; . X ) . e current node and the previous one are added by scan-
multi-level reI_axat|on (MLR). It applies relaxation at- dif matching. To detect loop closures, our approach computes
fergnt_ re;olutlons. Olﬁoethglr.] [18] bpresc(ianted in ef C|ehnt a quick approximation of the conditional covariances of all
optlmlzat|on approach whnich 1S based on the stochastit,jes in the graph, conditioned on the current robot pasitio
gradient de_scer_lt and can ef ciently correct ceven large POSqhen, a scan-matching procedure is applied for every node
graphs. Grisettiet al. proposed an extension of Olson'sWhose 3 ellipse intersects the current pose and a loop-

approach that uses a tree parameterization of the nodes |Bsing edge is added if the matching succeeds. To reject
2D and 3D. In this way, they speed up the convergence [ Ise closures, we use a spectral-clustering approachhwhic

Also the ATLAS framework [1] is related to our approach.jetermines the maximally consistent set of constraintsrato
It constructs a two-level hierarchy and employs a Kalman ly,g oyrrent robot location. All in all, our approach is an own

ter to construct the bottom level. Then, a global optim@ati ;. 1ementation of the front-end described by Olson [17] but
approach aligns the local maps at the second level. S'm”@f(tended to 3D.

to ATLAS, Estradaet al. proposed Hierarchical SLAM [3]
as a technique for using independent local maps. In caBe The SLAM Back-end

of place re-visiting, these maps are joined or augmented. The goal of such graph-based mapping algorithms is
In contrast to their work, we use a non-linear sparsi cationy nd the con guration of the nodes that maximizes the
approach which leads to sparse representations at differgfejinood of the observations. Let = (x1; 00 ixn)T
levels of abstraction, all being consistent. In addition tqs 5 vector of parameters, whexe describes the pose of
that, we propose a new optimization approach that avoig¢gydei. Let z; and § be respectively the mean and the
singularities in the non-Euclidean space of rotations. information matrix of an observation of nogeseen from
Most optimization techniques focus on computing theyodei, perturbed by Gaussian noise. Letxi; X ; 2 ) be
best map given the constraints and are called SLAM baclg function that computes a difference between the expected
ends. In contrast to that, SLAM front-ends seek to interpre§pservation of the node; seen from the nod&; and the
the sensor data to obtain the constraints that are the bagig| observatiorz; gathered by the robot. For simplicity of

for the optimization approaches. Olson [17], for examplepotation, we will encode the indices of the measurement in
presented a front-end with outlier rejection based on sakct the indices of the error function
f

clustering. For making data associations in the SLAM front- def. de
ends statistical tests such as thé test or joint compat- e(Xi;Xj;zij) = ej(Xi;xj) =
ibility test [15] are often applied. The work of iMhter

et al. [16] aims at building an integrated SLAM system
for 3D mapping. The main focus lies on the SLAM front-
end for nding constraints. For optimization, a variant of
the approach of Lu and Milios [14] for 3D settings is
applied. All these front-ends also apply a global optimaat

procedure to compute a consistent map. Combining them F(x) = FJ {Q €ji (2)

Fi

Pej(x): (M)
Let C be the set of pairs of indices for which a constraint
(observation)z exists. The goal of a maximum likelihood
approach is to nd the con guration of the nodes that
minimizes the negative log likelihood(x) of all the obser-
vations

with the approach presented in this paper will make them hi;j i2C
more ef cient. .
X = argmin F(x): 3)
X
1. M AP LEARNING USING POSE-GRAPHS .
Thus, it seeks to solve Eg. (3).

Throughout this paper, we consider the SLAM problem
in its graph-based formulation. The poses of the robot are
described by the nodes of a graph and edges between thes&his section describes the rst contribution of this pa-
nodes represent spatial constraints between them. The edger, an accurate and efcient way of optimizing a pose-
are constructed from observations or from odometry. graph, namely solving Eqg. (3) and estimating the involved

IV. POSEEGRAPH OPTIMIZATION ON A MANIFOLD



uncertainty estimates. In brief, our approach applies &ausThe popular Gauss-Newton algorithm iterates the lineariza
Newton on a manifold using sparse Cholesky factorizationtion in Eq. (13), the solution in Eq. (14), and the update step
Considering that the state space is not a Euclidean vector Eq. (15). In every iteration, the previous solution is dise
space, a manifold allows us to appropriately handle theusingas the linearization point and the initial guess.
larities introduced by the angular components. The conceptThe procedure described above is a general approach
of manifolds enables us to nd a better linearization of theéo multivariate function minimization, here derived foreth
system and thus leads to an ef cient and accurate solutiogpecial case of the SLAM problem. The general approach,
In the remainder of this section, we rst describe how tchowever, assumes that the space of parameteis Eu-
compute the solution to Eqg. (3) via iterative linearization clidean, which is not valid for SLAM. This may lead to
Then, we modify this solution by considering the concept ofub-optimal solutions.

manifolds. . .
B. Linearization on a Manifold

A. Error Minimization via lterative Local Linearizations To cope with the fact that in SLAM the state space is not

If a good initial guesx of the robot's poses is known, the Euclidean, we propose to apply the error minimization on
numerical solution of Eqg. (3) can be obtained by using tha manifold. A manifold is a mathematical space that is not
popular Gauss-Newton or Levenberg-Marquardt algorithmsecessarily Euclidean on a global scale, but can be seen as
The idea is to approximate the error function by its rst arde Euclidean on a local scale [13].

Taylor expansion around the current initial guess In the context of our SLAM problem, each parameter
consists of a translation vecttr and a rotational component
i. The translationt; clearly forms a Euclidean space. In
" & +Jj x (5 contrast to that, the rotational componentsspan over the
def. non-Euclidean 2D or 3D rotation groupO(2) or SO(3).

::-e[i;ijSﬁbt;ijtﬁlcogan(guirs)izmgzr::g?ii? %K 2??;” (z) To avoid singularities, these spaces are usually described
vAn 9 Ea. ! 94 in an overparameterized way, e.g., by rotation matrices or

g (Xi+ X i;xj+x ) = g Kx+x) (4

we obtain: guaternions. Directly applying Eq. (15) to these overparam
Fij (x+ x ) (6) eterized representations de-normalizes the angles arsd thu
= e (x+x ) je(x+ x) (7) invalidates the con guration which then introduces errors
' (eij + Jj x )T i (e + Jj x ) (8) in the solution. To overcome this problem, one can use a
- eu ‘]lJ X+ X J” X (9) minimal representation for the angles (like Euler angles in
Ci bi H{i 3D). This, however, is then subject to singularities.
1] [} )

An alternative idea is to consider the underlying space as
= cj +2bj X + x "Hj x (10)  a manifold and to de ne an operator that maps a local
variation x in the Euclidean space to a variation on the
With this local approximation, we can rewrite the functionmanifold, x 7! xx . We refer the reader to [1k1.3]
F(x) given in Eq. (2) as for more mathematical details. With this operator, a newrerr
X function can be de ned as

Fix+ x ) = Fi (x+ x ) (11 . def.
hi;kiZC € (x ;% ) = e(x X i X x j) (16)
Gi +2bj x + X THij x (12) = g (x %) g +3T; % (17)
hijj i2C .. .
= c+2b"x + x THx - (13) wherex spans over the original over-parameterized space.

In our approach, we use quaternions. The tegm is a
The quadratiqbform in Eg, (13) is obtaingj from Eq. (12kmall increment around the original positignexpressed in
by settingc= ¢j,b = bj,andH = Hj.Itcan a minimal representation. Here, we use rotation axis scaled
be minimized inx by solving the linear system by the rotation angle.
In more detail, we represent the increments as 6D
H x = b: (14) T T T
vectorsx ' =( t ~ '), where t denotes the trans-
The matrixH is the information matrix of the system andlation and T = y z)' is the axis-angle
is sparse by construction, having non-zeros between posepresentation of the 3D rotation. Conversely,= (t" q")
connected by a constraint. Its number of non-zero blocks ises a quaterniog to encode the rotational part. Thus, the
twice the number of constrains plus the number of nodesperator can be expressed by rst converting to a
This allows to solve Eq. (14) by sparse Cholesky factorizaguaterniong and then applying the transformation T =
tion. An highly ef cient implementation of sparse Cholesky(t T q T) to x. In the equations describing the error
factorization can be found in the library CSparse [2]. minimization, these operations can nicely be encapsulated
The linearized solution is then obtained by adding to they the operator. The Jacobialy can be expressed by
initial guess the computed increments @ (x x)

x = ox+x o (15) T Tee L, W



With a straightforward extension of the notation, we can ‘
insert Eq. (17) in Eqg. (8) and Eg. (11). This leads to the
following increments:

H % = b: (19)

Since the increments¢  are computed in the local Eu-
clidean surroundings of the initial guess they need to
be re-mapped into the original redundant space by the
operator. Accordingly, the update rule of Eq. (15) becomes

X = X x (20)

Fig. 2. Simple two layered graph structure. Every nﬂ&@ in the higher
In summary, formalizing the minimization problem on aevel corresponds to a connected sub-grﬁ}% U at lower level and to a
manifold consists of rst computing a set of incrementsnodex  within the sub-graph. An edge! exists if two sub-graphs
in a local Euclidean approximation around the initial guesst low level are connected.
by Eqg. (19) and second accumulating the increments in the

global non-Euclidean space by Eq. (20). considers the distance on the graph. Note that this worked

V. HIERARCHICAL POSE-GRAPH well in all our settings, but may offer room for further

. k 1]
The second contribution of this paper is a hierarchica{[?kprgvemems' Let these groupsfﬁq[ g. For each group

pose-graph. It allows us to accurately model the coardd - We choose a representative nodé Y for g 1.
structure of the environment online. This information isThis representative becomes the nogf8 at levelk.
essentialfor making good data associations in the SLAM To obtain a consistent hierarchy, we have to add an
front-end. edgeel! betweerx ! andx["! at levelk if the corresponding

The key idea of the hierarchical pose-graph is to repsub-graphs are connected. This edge has to capture the
resent the problem at different levels of abstraction. Eadhformation encoded in all edges &  and q[k U as
level is a pose-graph and there are connections modelitgll as all edges connecting both.
correspondences between abstraction levels. The lowedt le Accordingly, we need to compute a mea,-’ﬁ] and infor-
(k = 0) represents the original input. Each node at levehation matrix | for the edgeel!. The parameters depend
k > O represents a sub-graph at ledel 1. An edg_e only on the con guration of the sub-grapﬁ;[sk 1 andq[k 1]
between two nodes at levéd > 0 models the constrains d are computed as follows.
between the sub-graphs and can be computed analytica?lg Ik 1] : [k 1] [k 1]
as will be explained below. It is obvious that the higher the Let Gy; ~ be the union of the graph§ andg

. ' and their interconnecting edges. We can obtain the relative
level of abstraction, the lower the number of parameters to__. . k 1], - k 1]
describe the environment, and thus the lower the qualit sition of x; with respect to and thus the mean
' quality Oy ¢ gk ok A ol 1]

the representation at that level but the faster the optiioiza  Zij - Of e by optimizingGff; !, while forcingx* " to the

More formally, we represent the problem using a hierarch§"9!n. K 1 . . ko
of K graphs. LeGX! be the graph at levéd. The graphG] LetH;; ~ be the information matrix oG ; ~ computed
consists of a set of nodés(i[k]g and a set of edgefsei[jk]g_ according to Skecltion IV during the optimization of this sub-
Each nodex¥! graph. Sincex® Y lies in the origin, the covariance matrix

i | at levelk is associated to ko1 1
is equal to the one of the edﬁ<

[k]
N I [k 1] i of the nodex;
.(.I) a ‘representalive noda[i atlevelk 1 and and can be obtained by extracting the corresponding block
(i) a connected sub-grap§ at levelk 1.

k 1
! of (H ,['[‘J 1]) 1. SinceH ,“[‘l s sparse by construction, this

An edgeei[jk] between the nodes ! andx! at levelk > 0 procedure can be carried out ef ciently. Given the covagin

exists if the two sub-grapr@® ! andq[k 1 are connected. of the edge, the information matrix is obtained directly by

Figure 2 illustrates a simple two layered graph structutee T i[jk] =( j[k]) L

idea is to construct a high level graph by partitioning th . . .

lower level in local maps, represented by the sub-grap% Extending the Hierarchical Pose-Graph

fGi[k g. Each local map is then represented by a node As the robot moves through the environment, information

at the higher level. Edges between nodes at the high levags to be added to the hierarchical pose-graph. This is

encode the relations between local maps arising from ti#one by adding a node and corresponding edges to the

connectivity between neighboring local maps. bottom level of the hierarchy as done in standard graphebase
] . SLAM. According to a distance-based threshold criteribe, t
A. Construction of the Hierarchy newly created node is either added to an existing group or

To build the graphG¥! at levelk from the graphG* I it becomes the representative of a new one at l8vdlhis
at levelk 1, it is suf cient to de ne groups of connected procedure it recursively executed upwards the hierarchiy un
nodes inG* 1. In our current implementation, we group no new groups need to be created. Edges are added and its
the nodes based on a straight-forward threshold criteHah t parameters are updated accordingly.



C. Hierarchical Graph Optimization

After an update of the hierarchical pose-graph, an op-
timization is carried out. The optimization always starts
at the top level using the manifold optimization approach
presented in Section IV. As a result, all nodes at the highest
level are updated. However, changes are only propagated to
lower levels if the optimization leads to signi cant chasge
in the node con gurations. These changes are detected by
monitoring the difference between each noq[é] and its
representative(i[k U at levelk 1. Whenever the distance
betweenxi[k] and xi[k Y exceeds a given threshold (in our
current implementation: 0.05m or 2 deg), we propagate the
changes downwards. This is achieved by applying a rigid
body transformation to each subgraﬁ%< U'so thatxi[k] =
xi[k Y. When required by the front-end, we generate a locally
consistent estimate of a portion of the map by optimizing the
corresponding sub-graph at low level. During the optimiza-
tion, we impose the additional constrairxtg U= xi[k]. In
this way, we account for the estimate at the higher level in
the lower level. After the mapping process one may consider
to run a last optimization at levéd = 0 to obtain the best
possible map.

It should be noted that if one focuses only ofiine Fig. 3. The four datasets used in our experimental evaluafiop row:
mapping withgivendata association and starting rongaod _ BESe PP 4%, 4 map of e e research b, e rose graph
initial guess the hierarchy is not needed since optimizing th&ataset (W-10000), bottom right: simulated 3D dataset (&)he
original input will provide the desired solution.

108

7

The experiments are designed to show 106
1) that the manifold optimization approach is able to nd g 105
a better con guration of the nodes compared to aIINCD 107 -
other techniques evaluated here. 0104t R

2) that the hierarchical pose-graph is able to ef ciently 108 | \

compute consistent estimates (mean and covariance)

Gauss-Newton (Euler)
TORO ...................
Gauss-Newton (Manifold) ——

VI. EXPERIMENTS

2 ‘ ‘ ‘ ‘ ‘
at all levels. 10 0 c 10 15 20 -
3) that our approach outperforms the other state-of-the-ar .
techniques in terms of run-time and can operate online. runtime [s]

To support our claims, we compared our approach to Gauddg. 4. Evolution of the 2 error for TORO, Gauss-Newton using Euler
Newton with sparse Cholesky factorization without mangngles, and Gauss-Newton with manifold on the 3D Sphere etatas

ifolds (Section IV-A), TreeMap [5], and TORO with its

incremental [8] and batch [9] version. We performed ouhe results of Gauss-Newton with and without the manifold
test on 2D datasets (Intel research lab dataset and a siMHzarization, i.e. here by using Euler angles. We furthanen
lated one) and 3D datasets (Stanford parking garage angh@vide a comparison to TORO [9]. Figure 4 depicts the
simulated sphere), see Figure 3. Both simulated datasets gésults. As can be seen, not considering the singularities
the ones used in [9]. During all experiments, we use a thregpropriately can lead to signicant errors. Also TORO
level hierarchy K = 0;1;2). We provide an open-source guickly converges to a visually good-looking solution but
implementation of our approach called “HOG-Man” writtengtj| |eaves space for improvements. Even after perfornaing
in C++ which is available online [7]. large number of iterations, the remaining error of TORO

is signi cantly larger than the one of our new approach. This
caused by the fact that TORO is an approximative approach

Inthis rst experiment, we evaluated how the optimizationy,at assumes roughly spherical covariances and optimizes
approach that considers the manifold improves the perfofr,nsiations and rotations separately.

mance. Here, the complete set of constraints is provided to
the optimizer and we measured th@ error vs. runtime. B Consistency of the Hierarchical Approach

For this of ine batch comparison, we used the simulated The second experiment is designed to show that the spar-
3D dataset with a signi cant initial error and comparedsi ed pose-graphs (levels greater th@hrepresents a good

A. Manifold Optimization



TABLE |
COMPARISON OF THE3 COVARIANCE ELLIPSES BETWEEN THE
ORIGINAL PROBLEM AND THE LEVELS OF OUR HIERARCHY

[ [ Prob. mass not coveredl Prob. mass outsidg

Intel 0.10% 10.18%

W-10000 2.53% 24.05%

Stanford 0.01% 7.88%

Sphere 2.75% 10.21%

TABLE Il
RUNTIME COMPARISON FOR THE DIFFERENT APPROACHES
[ avg./std./max.[ms][[ Our Approach | TreeMap [5] [ TORO [9] ]

Intel 4/5/31 6/5/58 3/2/33
W-10000 25/20/183 1426 /13429987 | 146/97/323
Stanford 25/26/189 2D pose graphs only 35/85/602
Sphere 89/42/213 2D pose graphs only 226 / 606 / 4615

Our method furthermore outperforms TORO. In the com-
parably densely connected simulated pose-graphs, tlsteff
was more prominent compared to the real world datasets.

VIl. CONCLUSION

In this paper, we present a novel SLAM back-end for
the graph-based SLAM systems. Its contribution is two-
fold: First, an efcient optimization approach that takes
the singularities of the angular components into account by
considering a manifold when optimizing the pose-graphsThi
leads to a highly ef cient and effective error minimization
approach. Second, a hierarchical pose-graph that is able to
model the problem at different levels of abstraction which
can be optimized fast while providing support for making
data associations. The overall approach is accurate egttci
designed for online operation, overcomes singularities; p
vides a hierarchical representation, and outperformsiasser

approximation of the original problem. This is especiallyof state-of-the-art methods.

important for the SLAM front-end for ef ciently making
good data associations. Therefore, all experiments in the
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