Feature-based Head Pose Estimation from Images
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Abstract— Estimating the head pose is an important capability We construct the individual feature detectors using
of a robot when interacting with humans since the head pose AdaBoost in combination with Haar-like features [20]. As we
usually indicates the focus of attention. In this paper, we present show in our experiments, our detectors accurately locate th

a novel approach to estimate the head pose from monocular distinctive facial feat Wi | network tri
images. Our approach proceeds in three stages. First, a face Istinctive facial features. Vve use a neural networ Ine

detector roughly classi es the pose as frontal, left, or right pro le. ~ With resilient backpropagation [12] to estimate the thre@-
Then, classi ers trained with AdaBoost using Haar-like features, tion angles of the head pose. The input features of the neural
detect distinctive facial _f_eatures such as the nose tip and the pet are Computed based on the positions of detected facial
eyes. Based on the positions of these features, a neural neworkie41yres. Our experimental results show the accuracy of the
nally estimates the three continuous rotation angles we use to . . . . 4
model the head pose. Since we have a compact represem‘,ﬂiOnoose.esumatgs with r-espect to all three rotation d|.rest|on.
of the face using only few distinctive features, our approach  This paper is organized as follows. The next section reviews
is computationally highly ef cient. As we show in experiments related work. Section Ill presents the AdaBoost algorithm
with standard databases as well as with real-time image data, which we use to train our feature detectors. Section IV de ne
our system locates the distinctive features with a high accuracy yhe facial features and their search areas and describes the
and provides robust estimates of the head pose. L o L
training data acquisition and the application of the detesct

Section V introduces neural networks and Section VI de nes
the input features and the topology of the network we use.

Successful interaction with humans requires robust and &inally, Section VIII presents the experimental results.
curate perception and tracking of their body parts to infar-n
verbal signals of attention and intention. In order to d&thta m pitch yaw
joint focus of attention [1], estimating the head pose i<@u ’ )
since it usually coincides with the gaze direction. Funhere, . :
head pose estimation is also essential for analyzing comple - P o
meaningful gestures such as pointing gestures or headmpddi )
and shaking. @) () (©

In this paper, we present an approach to estimate the h&ky1- The_ three degrees of freedom of the head pose. (agrgle denoted

. as_x, (b) pitch angle denoted ag, and (c) yaw angle denoted as.

pose from monocular images. We model the head pose in
the three-dimensional space by three Euler angles of ootati
around three axis orthogonal to each other (see Fig. 1). While
most of the existing approaches for head pose estimatidn dedn the last few years, much research has focused on head
only with poses that vary around the vertical axis, our spstepose estimation based on monocular images. Existing mgthod
provides continuous head pose estimates in all three oatatcan be categorized in appearance-based and model-based
directions. We propose a method which is based on distmctimnethods.
features such as eyes, nose, mouth corners, and ears. Oéppearance-based techniques use the whole subimage con-
approach proceeds in a hierarchical fashion. Starting withtaining the face. Most of them concentrate on face detection
face detector that roughly classi es the pose into one of tland consider the pose estimation problem as a classi cation
three classes frontal, left pro le, or right prole, our 9gen problem. The range of head orientations is divided into a
extracts distinctive facial features within the boundingxb limited number of classes and classi ers for each class are
of the detected face. Finally, it re nes the pose estimate hgained. The number of the classes de nes the accuracy of
considering the positions of the features. By using few llocthe nal pose estimation that can be achieved. Among these
features instead of the whole subimage containing the fatechniques are the statistical method of Schneiderman and
we achieve a compact representation that allows for trgiain Kanade [14], the approach proposed by Meynet et al. [10]
computationally ef cient estimator. Using facial compant® who train a tree of classi ers by hierarchically sub-samgli
also contributes to the robustness of the system since the pose space, and the technique of of Li and Zhang [8]
appearance of a single facial feature varies less underéifft who apply a detection pyramid which contains classi ershwit
illumination conditions than the appearance of the whote fa increasingly ner resolution. Using only a limited number

I. INTRODUCTION

Il. RELATED WORK



. . . . TABLE |
of classes for the head orientation, however, is not sufitie
THE ADABOOST ALGORITHM ACCORDING TOVIOLA AND JONES[20].

to recognize head gestures like nodding or shaking. Further
appearance-based approaches are the systems developed bynput: Set of labeled examplggy;y1);:::; (Xn ;yn ), whereyn =1
Stiefelh n 1171 and R nd Ritter 111] which are b d for positive examples angl, =0 for negative examples.
iefelhagen [17] a ae a er [11] _C are bas - Let m be the number of negatives examples arise the number of
on neural networks. Appearance-based techniques are quite positive examples. Initialize the weights;, = =, - depending o
ef cient regarding computation time. However, the menédn the value ofyy .
approaches do not yield estimates for all three rotatioresng Fort=1;:::T:
bp . . . ) 1) Normalize the weights to get a probability distributibn on the
They concentrate on estimating t.he yaw and the pltch_an le training setD (i) = Wi .
only. Our system, in contrast, provides accurate and cootig
head pose estimates in all three rotation directions.

Model-based approaches for head pose estimation usg a

N
Wtn

2) Generate a weak classi ?El'rJ for each featurd; .
3) Determine the error; of classier h; with respect taD¢:

geometric model of the face. For example, the methods o X Wi hi (xn) o
proposed by Stiefelhagen et al. [18] and Gee and Cipolla [4] o e S0 Bn ) Yo
extract a set of facial features such as eyes, mouth, and nose _ _
: A 4) Choose the classierh; with the lowest error ; and
and map the features onto the 3D model using perspective setthi; =(hi; ;).
projection. Schdl et al. [15] combine the 3D model with a 5) Update the weightsvi«1n = Wgn ¢ °, where { = !
texture. They transform an extracted texture of the face |to andey =0, if examplex is classied correctly byht and 1,
the frontal view and project it onto the model. Dornaika and otherwise.
Ahlberg [2] apply an active appearance model and use a very "¢ nal strong Class';r Is given by: b
detailed description of the contours and features of the.fa hoy= L f (- log Lh(x) 3 -1 log -
The disadvantage of model-based approaches, howeveatis th 0 otherwise
they are computationally more expensive and furthermore;,
most of them need to be hand-initialized. the distributionD, by decreasing the weights of correctly

The head pose estimation system presented in this papeissi ed examples and increasing the weights of miscledsi
combines ideas from several approaches mentioned above @Mﬂmes_ In this way, in the next round the algorithm is
combines their advantages. Our approach rst localizessadorced to concentrate on the dif cult examples which have
in the image using classi ers for frontal and left/right g&0  heen incorrectly classi ed before. The nal strong classih
faces. In this way, we have already a rough guess about {8 weighted majority vote of tHE best weak classi ers. The
head pose. Then, we re ne the pose estimate using a featyiight of a hypothesis is larger the smaller its errog is.
based technique. Instead of explicitly nding correspamtis  The complete AdaBoost algorithm is given in Tab. |.
with a 3D head model, we learn the correlations between thewe apply the variant of Viola and Jones [20] in which a

positions of facial features and the head pose from trainiRgak classi erh; is built from a single scalar featuffg :
data.

Facial feature detection itself is a dif cult task. In comst hy (x) = 1 ifpfi(x)<pj j 1)
to other methods that use low-level edge features or simple 0 otherwise
grayscale features [4], [18] to locate facial features, welyp Here, ; is a threshold and the parity; represents the
a reliable and fast appearance-based technique. direction of the inequality. For each weak classiehs,

optimal values ; andp; are determined so that a minimum
number of training examples is misclassi ed.

We learn classi ers for the individual facial features wsin  For the construction of the classiers, we use Haar-like
AdaBoost which is a supervised learning algorithm. Boastirfeatures [20], [9]. When applied to an image patch, the value
refers to the concept of building a strong, highly accuratff each Haar-like feature is computed very ef ciently usthg
classi er by combining weak, not very accurate classi ersdifferences of the sum of the pixel values within neighbgrin
In this work, we apply the adaptive boosting variant of theectangular regions.
algorithm AdaBoost which was proposed by Freund andIn order to reduce computation time, Viola and Jones
Schapire [3]. proposed to use a cascade of classi ers [20]. To account for

Input to the AdaBoost algorithm is a set of labeled (posthe fact that the majority of sub-windows in an image are
tive/negative) training examplés,;yn);n =1;:::N, where negatives, the detector is constructed so as to procestveega
eachx, is an example andg, is a boolean value indicat- instances as ef ciently as possible. Examples that araiatad
ing whetherx,, is a positive or negative example. In eaclas positives at some stage of the cascade are processed at the
roundt = 1;:::;T, the algorithm computes a distributid  next stage, while examples that are classi ed as negatires a
over the training examples. Then, AdaBoost selects a weakmediately rejected. To nd a trade-off between ef ciency
classier hy : X ! f 0;1g that best separates the posiand accuracy and to meet given detection rates, constraints
tive and the negative examples with respect to the curreare imposed on the individual stage classi ers. New layees a
distribution D;. Based on the error of the classier, theadded to the cascade until the overall target detectionisate
weights of the examples are updated. The idea is to modifyached.

IIl. THE ADABOOSTALGORITHM



Fig. 2. Distribution of the positions of the features in a malized face
bounding box. The ellipses indicate the search areas fontindual features.

IV. FACIAL FEATURE DETECTION

We apply a face detection system that is also based on
the AdaBoost algorithm and uses a boosted cascade of the
same Haar-like features. The system works fast, has high
detection rates, and yields accurate positions of the fatles
use two trained cascades that are provided by Intel's OpenCV
“brary [6]: one for frontal faces and one for left (and ”ght Fig. 3. Positive examples of pose-speci ¢ facial featurethvgositions of

proles. The two detectors cover approximately the ranggbeled features. Rows (a), (b), and (c) depict the featimeise left half of
of [ 25 ;+25 ] for the roll angle, the range ¢f 40 ;+40 ] frontal faces, i.e., eye, nose, and mouth corner. Rows (4),(¢¢ and (f)

for the pitch angle, and the range bf 90 : +90 ] for the illustrate features in left pro les, i.e., eye, nose, moudiner, and ear.
yaw angle. Th|s Is suf cient for our application SCenana@ o | types of facial features that are used for modeling th
angles outside these ranges correspond to atypical heas p@$\ 4l and the pro le faces.

of humans during an interaction. To train a detector on negative examples, we collect them

A. Facial Features and their Search Areas from the search area of the corresponding facial feature. Fo

. . . . ... __..each labeled positive instance, we extract multiple negati
Given a detected face in the image, we localize dIStInCtl\ég(amples which are used for training. The patches of the

facial feat_ures W'th'r.‘ the corresponding bounding box. W?egative examples have the same size as the corresponding
use two different facial feature sets for the frontal andlpro positive examples and are centered at random positionnwith
faces. Fo_r frontal featurgs, we use the following Ve feallr w0 search ellipse of the specic facial feature. We add
left eye, right eye, nose tip, Ief_t mouth corner, and righutho candidate patches only to the negative set if their poshasa
corner. If the yaw angle gets bigger, a part of the face besonl:eertain Euclidean distance to the position of the corredjman
occluded. Therefore_, for pro le faces, we use only the feesu facial feature. Obviously, the resulting negative exarmpiten

from the entirely visible part of the face, i.e., one of thesy also contain the facial feature, however, it is not in theteen

the nose, one of the !’“0“”‘ corners, and additionally, the egry, . image patch. In this way, the detectors are trained to
(if not covered by hair). Due to the symmetry of faces, Weisiinguish with high precision the actual features froma th

t_r ain featurg detectors only for the Igft part of the face. B¥urrounding context. Exactly locating features in the face
ipping the image patches and applying the detectors for tQ:‘?ucial for the overall accuracy of the pose estimation.
left features, the right counterparts can be detected.

To foc_us 'Fhe search for a featur(_e to a sma!l region of the application of the Feature Detectors
face which is most likely to contain the particular feature, i _ .
we de ne individual search areas for the features in a scale-10 detect facial features, we use the trained classier

invariant face bounding box. Fig. 2 shows results from tHgScade and scan the image at multiple locations and scales.
facial feature detectors for the frontal and left pro le wie S €xplained above, we restrict the search to the expected

To match the distribution of the positions of an individualocation areas of the speci c features in the face. We shit t
feature as good as possible, the search areas are de ned8ch window by one pixel each time so that the detector

have either circular or elliptical form. examines all locations within the particular search edlips
The size of the facial features is correlated to the face size
B. Training Data given the extracted face bounding box. Therefore, durirg th

To obtain training examples for the detectors, we usgarch, we on_ly consider a small nl_meer ofscale_s of the image
patches from images of faces with hand-labeled features. TRfCh- In particular, we detect facial features with verghhi
size of these sub-images is correlated to the size of tR&CuUracy by using only three different scalings, centetétiea
bounding box of the face. In order to use for learning thecale derived from the bounding box of the detected face.
context in which facial features appear, we extract patches . . .
with a size of one quarter of the face bounding box. Positi\P;-' Integration of Multiple Detections
instances are centered at the positions of labeled featuresThe facial feature detectors are usually insensitive tollsma
Fig. 3 depicts example images and the annotated positiareanges in translation and scale. For this reason, multiple



Fig. 4. Examples for facial feature detections. Blue pointidate detections
that were considered to compute the nal estimated positiohitévcross),

while pink points denote detections that were classi ed asiers. Fig. 5. Input features for the frontal (left) and the pro leight) pose

. . . estimation neural network in a normalized face bounding bog. W& the
detections of the same feature occur around the true faal fyositions of the facial features as well as normalized distarbetween them.

ture position. However, for pose estimation a single adeura

position is needed. Usually, the true positive detectiommfa are initialized with some small value . RPROP is one of
cluster around the true position of a feature and a small mumthe best performing learning algorithms in neural netwarks
of false positive detections appear as outliers at a largéfms of convergence speed, accuracy, and robustness.
distance from this cluster. To exclude outliers and average VI
over the positions of the remaining detections, we apply a

mean shift algorithm that initializes the mean by averagin o ) " LD
ata consisting of the relative positions of distinctivattees

over the positions of all detections. It then iterativelyiftsh he f lati . irs of f
the mean by excluding detections that have a larger distariden® face and relative distances between pairs of features

to the current mean than a certain threshold. We determingfc€ We rst apply the prole and frontal face detectors,
individual thresholds for the different facial featurepedading We already have a coarse estimate of the pose. We train
on the size of their search area. Fig. 4 shows two examp arate neural networks to estimate head rotation for the
for the computation of the estimated position of a nose aﬁr&)ntal face category and for the pro le view category. Doe t

the symmetry of faces, we only need to train one network for
the estimation of pro le poses.

. POSEESTIMATION
Our network learns continuous rotation angles from input

V. ARTIFICIAL NEURAL NETWORKS AN K Topol d D
To estimate the head pose with respect to the three rotation etwork Topology and Input Data

angles roll, pitch, and yaw from simple features, we apply a We use a feedforward network with one hidden layer
neural network. We use a multilayer feed-forward netwank, icONtaining six units, three output units describing thee¢hr
which the units are organized in layers. The units from eaéftation angles roll x, pitch y, and yaw .. As activation
layer are connected with directed weighted links to thesupiit function we use the sigmoid function. The number of input
the subsequent layer. Each unit computes its output bynassinits varies with the num.ber of facial features used to model
the incoming weighted signal through an activation functio the different poses. The input to the neural network cossist
Given a set of labeled training examples, the functioff two types of scalar features:
implied by the data can be learned by updating the connection Coordinatesx andy denoting the position of a facial
weightsw; of the network. A common approach to implement ~ feature. The origin of the coordinate system is positioned
training in neural networks is to minimize the network erfor at the center of the face bounding box.andy are
which is based on the difference between the target output normalized in the rangp 0:5;+0:5].
and the actual output. Using backpropagation [13], thererro  Distancesd, = x' x! anddy = y' y' between pairs of
is fed back through the network and the connection weights facial features andj. These values are also normalized
are changed so as to reduce the error by some small amount in the range[ 0:5;+0:5].
according to a learning rate. We apply a variant of standaTthe input features for the frontal face pose estimation are
backpropagation proposed by Riedmiller and Braun [12)ased on the positions of ve facial features that are thesgye
Resilient backpropagation (RPROP) is an adaptive locatheathe nose tip, and the lip corners. The number of input units
learning algorithm which adapts the weights according ® tlof the neural network is 26 (ve features, eight distances).

behavior of the erroréunction: The pro le face is described by four features that are vésibl
2 Lof gi >0 under the speci c pose, i.e., one of the eyes, one of the m_outh
W= op ot é <0 (2) Corners, one qf the ears, and the nose tip. The number of input
oo i @w values is in this case 20 (four features, six distances).fililhe
0 otherwise set of facial features and the used distances between them ar
The update values |, are computed as follows: depicted in Figure 5.
g + itj 1o %Eiwl % >0 B. Network Output
}j = t1 4 @ ' @E o (3) The range of poses that the neural nets estimate is con-
> i) othng\“Nise@w strained to the approximate ranges of poses the face detecto

cover (i.e., x 2 [ 25;+25 Jand y 2 [ 40 ;+40 ]). The
where0 < < 1< * are constant factors (we chose 0.®utput yaw angle ! of frontal faces is determined to lie
and 1.2, respectively). In the beginning, the update valugs in the interval[ 40 ;+40 ], whereas the yaw angle€} of



pro le faces is limited to] 90 ; 30 ][ [+30 ;+90 ]. In the
overlapping region, the values of the two pose estimatons ca
be used to improve accuracy. We normalize the output values
of the neural net so that they vary betweef:5 and +0:5,
whereO corresponds to the middle of the range of the allowed
poses for each particular rotation direction.

frontal faces

left eye

mouth corner

detection rate

nose tip

VIl. DATASETS normalized distance to the true position

To train our facial feature detectors and the neural netsjork
we collected image data from different standard datasets as
well as synthetically generated images of varying head ose

For training and testing the feature detectors fiamtal
poses, we used disjoint image sets from the BiolD databgse [7
and from the PIE dataset [16]. As training data for the
feature detectors gbro le poses we chose images from the normalized distance to the true position
PIE dataset. We tested the performance of the detectors on , _ -

different set of images of the PIE database as well as & 6. Detection perfo_rmance of the facial fe_ature cIass._e\_Nlth a
f"‘ e o g = {Afshold of 0.05 for the distance between the estimatedriegosition and
images of the Pointing'04 dataset [5]. Before training, & fethe true position in a normalized face bounding box, we aehiwetection
preprocessing steps are applied. The image patches aeel scafe of98%.

to a xed size of24 24 pixels and converted to grayscalejngependent of the image size, the difference is normalized
To minimize the effect of different illumination conditien by the bounding box of the detected face. Obviously, there
additionally, brightness and contrast normalization @@iad. s 5 trade-off between the detection rate and the precision

To train the neural nets for pose estimation, we do not Ug the positions of detected facial features. To illustrs,
the database images since the pose de nitions would have,;t@_ 6 plots the detection rates achieved for a number of

be adjusted. Instead, we use 3D human head models frg[Biance thresholds for the frontal and the pro le facialttee

the MPI Face Database [19] to generate training data. Werectors, respectively. As can be seen, excellent resilts

rendered these models with natural texture in order to “bt%pproximately 98% correct detections are achieved for a
images of various poses. In particular, we rotated the hegfloshold of 0.05. The mean distance to the true position ove
models in all three directions simultaneously. By rendgtite 5| getections that are considered to be corred@:@5 The
models, we generated a large number of face images Unflefaining 296 false detections include detections that were
different pose, scale, and illumination conditions, andhwi o side the given radius as well as missing detections. Only
different background colors. The advantage of using this §&¢ getector for ears in proles showed worse performance
of synthetic images is that the rotation angles of the heggn 5 getection rate of abo@5% detection rate for the same
poses are directly available. We additionally scaled thedhey,eshold. Upon visual inspection, we discovered that éisé t
models disproportionally in the different directions tove@ ¢at contains a few subjects with haircuts that (partialtyjes

rich dataset. the ears. This is the major source of error for this detector.

profile faces
left eye

mouth corner

detection rate

nose tip

left ear

VIIl. EXPERIMENTAL RESULTS B. Head Pose Estimation

We carried out a series of experiments an database imageﬁv N
) ) e evaluated the performance of our pose estimation system
as well as on real video images to evaluate of our approacg.

" a separate test set consisting of synthetically gertenate
A. Accuracy of Facial Feature Detectors ages. We used one of the 3D head models which was not used

We evaluated the accuracy of the individual facial featuf@" training. The faces and facial features were automigfica
detectors on independent test sets consisting of 2,726 &lfjected by our detectors. For testing the neural netwcedl us
1,537 images of frontal and left-pro le faces, respectjvel for pose estimation, we used all correctly detected facéls wi
Each image in the test set contains a single face. Using & full set of facial featur_es. We used 250 images for evadnati
detectors, we estimated the positions of the individualafac ©f the frontal pose estimator and 320 images for the pro le

features in a previously extracted face bounding box. pose egtimator. To evaluate the performance of the head pose
To measure the classi cation performance, we compute tfatimation, we computed the mean absolute error for the thre
detection rate which is given by rotations (see Tab. VIII-B). As can be seen, the frontal pose

ber of  feature detecii are approximated with a high accuracy, while the pro le mse
number of correct feature detec |o_ns(4) seem to be more dif cult to learn. We made the observation

number of test images that the bounding boxes the prole face detector provides
In order to calculate the detection rate, we need to de nehave a high variation in size and position relative to what we
criterion for successful facial feature detection. We use twould consider as the actual face. Thus, as a preprocessing
Euclidean distance between the detected feature positionstep before the pro le head pose estimation starts, we adjus
it is detected) and the ground truth. To make this distantiee bounding box so that it better covers the skin-colored.ar

detection rates




TABLE I
MEAN ABSOLUTE ERROR OF THE ESTIMATED ROTATION ANGLES

Roll Pitch Yaw
Frontal  1:65 2:74 3:13
Pro le 10:5 5:6 7:3

To deal with cases in which a feature is not detected, we
trained further neural networks whose input is based on the
remaining features. The estimation results were slightlyse
in cases of missing features.

C. Real-Time Head Detection and Pose Estimation
Additionally, we performed qualitative experiments to IevaF.

uate the capability of our approach to estimate the head pqus,.g't

from images in real-time. Using a standard webcam with a
resolution of640 480 pixels, we currently achieve a rate [2]
of 10fps on a standard PC. To improve the robustness of our
system and to smooth the estimated angles, we apply indgt
pendent Kalman lters to track each facial feature and each
rotation angle over time. Fig. 7 shows some example imag

and the corresponding estimated pose which is illustrated b
the rendered head model on the right hand side. As can &
seen, the head pose is estimated quite accurately. An éxcept

is the last example. [6]

(7]

In this paper, we presented a feature-based system that
estimates the head pose from monocular images. Our systé%
works in three stages. First, a face detector classi es ts=p
into one of the general classes frontal, left, or right peo |
Then, classi ers detect distinctive features within thegfaThe
classi ers for the individual facial features are learneging 1]
AdaBoost with Haar-like features. Given the positions & th
individual facial features, a neural network nally estitea (11]
the three rotation angles roll, pitch, and yaw of the heaa:pos
Since we use local features instead of the whole subimagé
containing the face, we have a compact representation which
results in a computationally ef cient estimator. Our syste [13]
system yields continuous estimates of all three rotatiaiesn

We performed a series of experiments using standard ima[b‘g
databases as well as real-time image data. Our system Iobugé)
detects the distinctive features and yields highly aceupaise
estimates, especially for the frontal face class. We ctigren 16
aim for analyzing head gestures by modeling the head paose
over time.

IX. CONCLUSIONS
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