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Abstract. This paper describes a toolbox based on open source soft-
ware, capable of handling common tasks in data mining. The main aim
of the DMtools is to increase the efficiency of the initial data analysis
and exploration, which often take up to 80% of the time and efforts spent
in a data mining project. Based on the scripting language Python, and
using a relational database, the DMtools provide a middleware layer of
routines for data analysis and exploration as well as basic data mining
algorithms on top of which the user can add more functions — mainly do-
main and data collection dependent — for complex and time consuming
data mining tasks. Two core features of the DMtools are caching of data-
base queries and parallelism within a collection of independent queries.
We discus the architecture of the DMtools, the choice of software, as well
as its extensibility with software packages for graphical and statistical
data analysis.

1 Importance of Data Understanding and Exploration

Due to the availability of automatic data collection mechanisms and cheaper
storage space huge amounts of data are becoming common in business and sci-
ence [9]. Examples include the customer databases of health and car insurance
companies, financial and business transactions, chemistry and bioinformatics
databases, and remote sensing data sets. Many of this data collections are stored
in relational databases, which form a standardised tool for storing and accessing
transactional data in a safe and well-defined manner. Besides being used to assist
in daily transactions, such data may also contain a wealth of information which
traditionally has been gathered independently at great expenses. The aim of data
mining is to extract useful information out of such large data collections [11].
There is much ongoing research in sophisticated algorithms for data min-
ing purposes. Examples include predictive modelling, association rules, decision
trees, clustering, genetic algorithms, neural networks, and many more. However,
it is generally accepted that it is not possible to apply such algorithms with-
out careful data understanding and preparation. It is also rarely feasible to use
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Fig. 1. The data mining process

off-the-shelf data mining software and expect useful results without a substan-
tial amount of data insight. In addition, data miners working as consultants are
often presented with data from an unfamiliar domain and need to get a good
feel for the data and the domain prior to any ”"real” data mining. The ease of
initial data exploration and preprocessing may well hold the key to successful
data mining results later in a project.

The process of data mining or knowledge discovery in databases (KDD) can
be split into six distinct phases [5]. As Figure 1 shows, the first two phases deal
with the understanding and analysis of the domain and data to be explored.
In the third phase, a chosen (subset of a) data set is transformed so it can be
processed efficiently by data mining algorithms. In many cases the first three
phases take up to 80% of the time and efforts spent in a data mining project.
The actual data mining activity — building and evaluating a model of the data
— is often only a small fraction of a real world data mining project.

Using a portable, flexible, and easy to use toolbox can not only facilitate
the data understanding and exploration phases of a data mining project, it can
also help to unify data access through a middleware library and to integrate
different data mining applications through a common interface. Thus it also
forms the framework for the application of a suite of more sophisticated data
mining algorithms. This paper describes the design and implementation of such
a toolbox — the DMtools.

1.1 Requirements to Data Mining Software

Using relational databases and a query language like SQL allows data explo-
ration in an interactive way as long as the response times of such queries are
reasonably short. Unfortunately, the size of most data collections prohibits such
direct interactive analysis, specially for complex queries joining several tables.
Real-life data mining activities involve a great deal of experimentation and ex-
ploration of the data, and one can say that data mining is as much an art as
a science. Often one wants to ”let the data speak for itself”, and ad-hoc data
mining [4] is needed. Experiments are conducted where each outcome leads to
new ideas and questions which in turn require more experiments. Therefore, it
is mandatory that data mining software facilitates easy querying of the data.
Additionally, it has been suggested that the size of databases in an average
company doubles every 18 months [1] which is akin to the growth of hardware
performance according to Moore’s law. Yet, results from a data mining process



should be readily available if one wants to use them to steer a business in a timely
fashion. Consequently, data mining software has to be able to handle large and
increasing amounts of data efficiently and fast.

Furthermore, data comes in many disguises and different formats. Examples
are databases (transactional and object-oriented), variants of text files, compact
but possibly non-portable binary formats, computed results, data downloaded
from the Web and so forth. Data will usually change over time — both with
respect to content and representation — as will the demands of the data miner.
It is desirable to be able to access and combine all these variants uniformly. Data
mining software should therefore be as flexible as possible.

Finally, data mining is often carried out by a group of collaborating ana-
lysts or researchers working on different aspects of the same data set. A suitable
software library providing shared facilities for access and execution of common
operations leads to safer, more robust and more efficient code because the mod-
ules are tested first by the developer and then later by the group. A shared
toolbox also tends to evolve towards efficiency because the best ideas and most
useful routines will be chosen among all tools developed by the group.

This paper describes such a toolbox — called DMtools — developed by and aimed
at a small data mining research group for fast, easy, and flexible access to large
amounts of data. The toolbox is currently under development and a predecessor
has successfully been applied in health data mining projects under the ACSys
CRC!. It assists our research group in all stages of data mining projects, starting
from data preprocessing, analysis and simple summaries, up to visualisation and
report generation.

2 Related Work

Database and data mining research are two overlapping fields and there are many
publications dealing with their intersection. An overview of database mining is
given in [8]. According to the authors the efficient handling of data stored in
relational databases is crucial because most available data is in a relational
form. Scalable and efficient data mining algorithms are one of the challenges, as
is the development of high-level query languages and user interfaces. Another
key requirement is interactivity for efficient data exploration.

A classification of frameworks for integrating data mining applications and
database systems is presented in [3]. The first class contains loosely coupled ap-
plications, where there is no integration between a database system and data
mining applications. Data is read tuple by tuple from a database, which is inef-
ficient and time consuming. No database facilities (like optimised data access or

! ACSys CRC stands for ’Advanced Computational Systems Collaborative Research
Centre’ and the data mining consultancies were conducted at the Australian National
University (ANU) in collaboration with the Commonwealth Scientific and Industrial
Research Organisation (CSIRO).



parallelism) are used. The advantage of this method is that any application run-
ning on data stored in flat files can easily be applied. In the second class (called
tightly coupled) data intensive and time-consuming operations are mapped to
appropriate SQL queries and executed by the database management system.
Applications that use SQL extensions or propose such extensions to improve
the performance of data mining algorithms are within this class. Finally, in the
black box approach complete data mining algorithms are integrated into a data-
base system. The main disadvantage of such an approach is its lack of flexibility.
Following this classification, DMtools belong to the tightly-coupled SQL aware
approach, as we generate simple SQL queries and retrieve the results for further
processing in the toolbox. As these results are often aggregated data or statis-
tical summaries, data transfer between the database and data mining contexts
can be reduced significantly.

Several research papers address data mining based on SQL databases and
propose extensions to the SQL standard to simplify data mining and make it
more efficient. In [10] the authors propose a new SQL operator that enables effi-
cient extraction of statistical information which is required for several classifica-
tion algorithms. The problem of mining general association rules and sequential
patterns with SQL queries is addressed in [15], where it is shown that it is pos-
sible to express complex mining computations using standard SQL. Our data
mining toolbox is currently based on relational databases, but can also integrate
flat files. No SQL extension is needed, instead we put a layer on top of SQL
where most of the ”intelligent” data processing is done. Database queries are
cached in the DMtools to improve performance and re-usability.

Other toolbox approaches to data analysis include the IDEA (Interactive
Data Exploration and Analysis) system [14], where the authors identify five gen-
eral user requirements for data exploration: Querying (the selection of a subset
of data according to the values of one or more attributes), segmenting (splitting
the data into non-overlapping sub-sets), summary information (like counts or av-
erages), integration of external tools and applications, and history mechanisms.
The IDEA framework allows quick data analysis on a sampled sub-set of the
data with the possibility to re-run the same analysis later on the complete data
set. IDEA runs on a PC, with the user interacting on a graphical interface.

Yet another approach used in the Control [12] project is to trade quality and
accuracy for interactive response times, in a way that the system quickly returns
a rough approximation of a result that is refined continuously. The user can
therefore get a glimpse at the final result very quickly and use this information
to change the ongoing process. The Control system includes tools for interactive
data aggregation, visualisation and data mining.

An object-oriented framework implemented in Java for data mining is pre-
sented in [16]. The described Data Miner’s Arcade provides a collection of APIs
for data access, plug’n’play type tool integration with graphical user interfaces,
and for communication of results. Access to analysis tools is provided without
requiring the user to become proficient with the different user interfaces.



3 Choice of Software

The DMtools are based on the object-oriented scripting language Python [2],
an excellent tool for rapid code development that meets the requirements listed
in Section 1.1 very well. Python handles large amounts of data efficiently, it
is very easy to write scripts as well as general functions, and it can be run
interactively (interpretable). It is flexible with regards to data types because it
is based on general lists and dictionaries (associative arrays), of which the latter
are implemented as very efficient hash-tables. Functions can be used as templates
which can be changed and extended as needed by the user to do more customised
analysis tasks. Having a new data exploration idea in mind the data miner can
implement a rapid prototype very easily by writing a script using the functions
provided by the DMtools. Additionally, many third-party modules are available
which allow accessing and controlling of other (open-source) software through a
Python interface. This is due to the extensibility of Python. It is easy to write
modules that call C functions, so programs that have a well defined C API can be
integrated seamlessly into Python modules. Python therefore becomes a ”glue”
for interaction and unified access to different software packages.

Databases using SQL are a standardised tool for storing and accessing trans-
actional data in a safe and well-defined manner. The DMtools provide powerful
and easy-to-use access to an SQL database using the Python database API. Cur-
rently, we are using MySQL [17] for the underlying database engine, but modules
for other database servers are available as well. Both MySQL and Python are
freely available, licensed as free software and enjoy very good support from a
large user community. In addition, both products are very efficient and robust.

raphical results are very important to illustrate the outcome of a data
mining process and present the results to non expert users. Several open-source
graphical packages are available which can be accessed from within Python with
appropriate linkage modules. We are using the popular nuplot package to create
simple bar-, dot- and line-plots, and D hart for displaying more sophisticated
3D-bar-, pie- or box-graphics. The statistical package (which is an open-source
version of the popular commercial package S-Plus) provides all kinds of statistical
functions as well as various graphics routines. Finally, LTg and ML code
can easily be created directly from within Python.

D +tools rchitect re

In our toolbox the ease of SQL queries and the safety of relational databases
are combined with the flexibility of an object-oriented scripting language in an
architecture as shown in Figure 2. Mainly based on relational databases (but also
capable of accessing flat files and Web data), a Data Manager plays a central
role with retrieval, caching and storage of data. The aching module provides
the functionality to cache the results of any Python function. Other modules
then contain more complex functions which are based on the database access
and caching functionality. DMtools applications are then designed to deal with
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Fig. . Architecture of DMtools

issues specifically for a given data mining project, which means they deal with
knowledge about a given domain and database structure. All DMtools modules
are presented in more detail in the following sections.

.1 Data Manager

The Data Manager deals with connecting to a relational SQL database and
retrieval of data. It provides functions to execute an arbitrary SQL query or
list of queries, which are parallelised on-the-fly. We are using MySQL but any
SQL database known to Python will do. The Data Manager allows execution
of any valid SQL query through the function _ . If a list of queries is
given, they are executed in parallel by the database server if a multiprocessor
architecture (with shared file system) is available, and the results are returned
in a list. In Example 1 below two tables are queried in parallel with different
queries. The results are returned in one Python list.

zample  Parallel database querying.

uer select min date ser ice r m health
uer select ma date ser ice r m health
uer 1list uer uer

result list e ec uer uer 1list parallel

The achievable speedup of parallel queries will naturally depend on factors
such as the amount of data transfer and load balancing. If a simple query (like
) yields a large result, data transfer time will dominate
the execution time thus reducing the speedup. In addition, the total execution
time of a parallel query is limited by the slowest query in the list, so if the queries
are very different in their complexity, speedup will only be modest. However,
a well balanced parallel query with large computational requirements, where
results are of a reasonable size can make very good use of a parallel database
server. For example, executing a parallel query over five tables of size varying
from 250 thousand to 13 million tuples took 2,280 seconds when run sequentially
and 843 seconds when run in parallel on a Sun Enterprise 4500 server. This
translates into a speedup of 2 7 on 5 processors.



The database interface makes use of supervised caching technology as de-
scribed in Section 4.2. This can be enabled or disabled through a keyword ar-
gument in the function - . The Data Manager also contains auxiliary
functions to get information about tables and table attributes.

a ing

Caching of function results is a core technology used throughout the DMtools in
order to render the database approach feasible. We have developed a methodol-
ogy for super ised caching of function results as opposed to the more common
(and also very useful) automatic disk caching provided by most operating sys-
tems and Web browsers.

Like automatic disk caching, supervised caching trades space for time, but
the approach we use is one where time consuming operations such as database
queries or complex functions are intercepted, evaluated and the resulting objects
are made persistent for rapid retrieval at a later stage. We have observed that
many of these time consuming functions tend to be called repetitively with
the same arguments. Thus, instead of computing them every time, the cached
results are returned when available, leading to substantial time savings. The
repetitiveness is even more pronounced when the toolbox cache is shared among
many users, a feature we use extensively.

This type of caching is particularly useful for computationally intensive func-
tions with few frequently used combinations of input arguments. Supervised
caching is invoked in the toolbox by explicitly applying it to chosen functions.

iven a Python function of the form

caching in its simplest form is invoked by replacing the function call with

Caching of a simple SQL query using the toolbox function - can be
done as shown in Example 2 below.

zample  Count number of transactions per doctor and cache result.

ta le health
uer select distinct d ¢ id c¢ unt rm s ta le
d ct r list cache e ec uer uer

The user can take advantage of this caching technique by applying it to
arbitrary Python functions. However, this technique is already been employed
extensively in the Data Manager module, so using the high level toolbox rou-
tines will utilise caching completely transparent with no user intervention — the
caching supervision has been done in the toolbox design. For example, most of
the SQL queries that are automatically generated by the DMtools are cached
in this fashion. enerating queries automatically increases the chance of cache
hits as opposed to queries written by the end user because of their inherent uni-
formity. In addition to this, caching can be used in code development for quick



retrieval of precomputed results. For example if a result is obtained by automat-
ically crawling the Web and parsing HTML or ML pages, caching will help in
retrieving the same information later — even if the Web server is unserviceable
at that point.

As an example, a toolbox function _ used in a particular health
data mining project required on the average 489 seconds worth of CPU time
on a Sun Enterprise 4500 server, and the result took up about 200 Kilobytes
of memory. Subsequent loading takes 0.22 seconds — more than 2,000 times
faster than the computing time. This particular function was hit 168 times in a
fortnight saving four users a total of 23 hours of waiting.

If the function definition changes after a result has been cached or if the
result depends on other files wrong results may occur when using caching in its
simplest form. The caching utility therefore supports specification of explicit de-
pendencies in the form of a file list, which, if modified, triggers a recomputation.
Other options include forced recomputation of functions, statistics regarding
time savings, sharing of cached results, clean-up routines and data compression.
Note that if the inputs or outputs are very large, caching might not save time
because disk access may dominate the execution time. This is due to overheads
consisting mainly of input checks, hashing and comparisons of argument list,
as well as writing and reading cache files. If caching does not lead to any time
savings, a warning is given. ery large data sets are dealt through blocking into
manageable chunks and separate caching of these, and due to compression even
large cached results can be retrieved within reasonable time.

ggregation an  oining

The Aggregation module implements a library of Python functions taking care of
simple data exploration, statistical computations, and aggregation of raw data.
Lists of simple SQL queries are formed and given to the Data Manager which
then sends them to the database server, while the more complex computations
are done with Python functions using its efficient list and dictionary processing
functionalities.

As an example, the Aggregation function - takes as input
two attribute names, and , a list of (conforming) database tables,
and an optional list of selectors (criteria) to impose simple restrictions on the
query. The function returns all occurrences of for each distinct value of

from all tables, where all the given criteria are met.

As illustration, Example 3 returns a dictionary (hash-table) containing for
each doctor a list of female patients over the given three years period. Each

_ is a key in the dictionary.

zample et female patients for each doctor over three years.
ta les health health health
select ender emale

result dict standard read n d c id pat id select ta les



Similar to - , the Aggregation module contains functions
like - (which returns for each occurrences of an attribute
the number of distinct values for another attribute ), functions to compute
histograms or various reduction operations (like count, minimum, maximum or
average). Auxiliary functions in this module allow a flexible definition of selectors
and clauses, which are then expanded into complex SQL clauses.

A related module oining is currently under development, aiming to provide
efficient database table joining functionality in the DMtools rather than using
the — sometimes prohibitively slow — joining within the database. Using Python
dictionaries and an intelligent table ordering, an available prototype function

_ already improves the performance of normal SQL joins in many
cases. It takes as arguments a list of fields, a list of tables, a list of joins of
the form and a list of conditions, and returns a
dictionary of results.

ongitu ina

Longitudinal data analysis is important in many application areas. Discovering
patterns over time, like seasonal effects, deepens the understanding of a data set
and helps discovering unexpected information.

The Longitudinal module contains a basic function - that allows
counting of occurrences of an item attribute over an available time interval in the
database with a specified resolution (like days, weeks, months, quarters or years).
Example 4 shows how this function can be applied. The result is a dictionary
with doctors, and for each doctor a list with the number of _ per month
(using the attribute — ) over a three years period is returned.

zample  Longitudinal counting of items of care for doctors.

ta les health health health
result dict time ¢ unt d c id care item
date ser ice ta les

Note that thanks to caching of the underlying database queries the same
analysis task with a weekly resolution can be done without accessing the database
at all, thus being much faster. A function to compute moving averages based on

- is also available in the Longitudinal module.

Extraction of episodic data out of a transactional database is a first step for
time series analysis of longitudinal entities like units of care in an administrative
health services database. Analysing temporal episodic data from a transactional
database is a hard task not only because there are very many episodes within
a large database but also because episodes are complex objects with different
lengths and contents. Detecting and extracting episodes from a transactional
database is very time consuming so caching of such a function is very helpful.
It is feasible to cache several hundred thousand episodes — even if the resulting
cache file has a size of hundred Megabytes — because the access time to get all
these episodes into the toolbox is reduced from hours to minutes.



zample  Episode extraction for health care episodes.

ta les health health health
epis de dict e tract epis des d c id pat id date init
date ser ice care item ta les

Example 5 shown above will return for each tuple - -
- a list of pairs - - that con-
stitute an episode of care, i.e. one initial visit (at the - - ) of a patient
to a doctor followed by none, one or more follow-up services provided by the
same doctor.

Mo e ing

This module contains Python prototype functions for various data mining algo-
rithms. Simple additi e models can be used for predictive modelling, the stan-
dard -means algorithm for clustering and the popular a-priori algorithm for
association rules. However, the main purpose of this module is the inclusion
of external parallel high-performance implementations of these algorithms [7],
which are currently under development, with a main focus on predictive mod-
elling using techniques like additive models, wavelets and finite elements [6].
Such an integration facilitates the application of data exploration and modelling
with the same user interface, thus reducing or even eliminating time spent for
data transformation and extraction.

ra isan Re ort

Finally, the eport module provides visualisation and allows facilities for sim-
ple automatic report generation. Functions for basic dot-, bar- and line-plots
are available, which take as input Python lists and which are easy and quickly
to customize. Functions to automatically transform Python lists into LTE or

ML code are available as well. From such simple functions it’s a small step
to a Web enabled user interface. Python is one of the most popular scripting
languages used for programming of interactive Web applications, the lan-
guage has HTML and ML support embedded and modules are available for
easy handling or generating of HTML and ML documents.

D tools pplications

One aim of the DMtools is to relieve the data miner of having to formulate
complex SQL queries explicitly. Instead, flexible functions are available that can
be customised easily. The DMtools applications layer contains functions that
deal with issues specifically for a given data mining project, which means they
use knowledge about a given database structure and return customised results
and graphics. This layer contains routines that are not available in standard data
analysis or data mining packages.



As an example, a central object in many data mining projects is a cohort, a
group of entities (like patients, doctors or customers) fulfilling a given criterion.
One task in a data mining project might be the analysis and comparison of
different cohorts. With the DMtools it is easy to define such cohorts as shown
in Example 6 below.

zample  Definition of a mental health related cohort.

depressi n care item a a a a
ta les health health health
depressi n ¢ h rt et ¢ h rt depressi n ta les

Once a cohort is extracted using the function - , the resulting dictio-
nary will be cached so it is readily available for subsequent invocations. arious
kinds of analyses can be performed using a cohort as a starting point. For ex-

ample a function - provides plots of a given cohort with respect
to age groups and gender incorporating denominator data if available. Another
— domain specific — function - - gives a list of all medication pre-

scribed to patients in the given cohort. Routines from all modules can either
be used interactively or added to other Python scripts to build more complex
analysis tasks.

tlook and ngoing Work

The DMtools is a project driven by the needs of a group of researches who are
doing consultancies in health data mining. With this toolbox we try to improve
and facilitate routine tasks in data analysis, with an emphasis on the exploration
phase of a data mining project. It is important to have tools at hand that help
to analyse and get a "feel” for the data interactively in the early stages of a data
mining project, especially if the data is provided from external sources. This is in
contrast to many data mining and knowledge discovery algorithms that aim at
extracting information automatically from the data without any guidance from
the user.

Ongoing work on the DMtools includes the extension of the toolbox with
more analysis functions and the integration of high-performance implementa-
tions [6, 7] of data mining algorithms like predictive modelling or clustering. As
these processes are time consuming we are exploring methods to integrate ex-
ternal parallel applications (written in C and using communication libraries like
MPI [13]) into the toolbox using Python’s extension capabilities.

The core modules of the DMtools are available as open-source software from:
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