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Compliance Monitor for Early 
Warning Risk Determination
Business compliance needs tools to anticipate imminent violations and warn compliance offi-
cers before the fact. While anticipation cannot be completely automated in general, it can be 
automated for anonymity in data releases, which is an essential property in various regulatory 
legislations, such as HIPAA and the Data Protection Act. This paper shows how early warnings 
can be realized by combining extended inline reference monitoring and risk estimation.
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1 Automating compliance control

Impelled by scandals and general corpo-
rate misbehavior, regulatory compliance 
frameworks, such as HIPAA, SOX and 
Basel II, have been introduced in several 
settings as a means to provide compulsory 
guidelines for the realization of business 
processes (henceforth “processes”) 
and thereby facilitate the control that 
these processes adhere to the regulatory 
requirements (henceforth “policies”) of 
the governing compliance framework.

Current techniques for compliance con-
trol aim to prevent or detect violations. 

Prevention happens through reference 
monitoring, which analyzes each instruc-
tion to be performed during process. If the 
state obtained after executing this instruc-
tion violates some rule(s) of the policy, the 
monitor halts the process before the policy 
violation. Detection happens through 
internal audits, where information about 
the execution steps of the process is recor-
ded and audited against the policy rules 
(Accorsi 2008).

These approaches exhibit problems with 
respect to automation. Reference moni-
toring is unable to deal with obligations, 
which stipulate conditions upon the future 
execution of the process beyond the next 
step and are present in the bulk of com-
pliance rules found in the existing frame-
works (Breaux and Antón 2008). Audits 
are per se a manual task and Waterfield 
and Casey (2005) substantiate their nega-
tive impact with practical figures, repor-
ting that the collection of log data for the 
audit of a simple situation takes three 
months, while the audit itself takes an- 
other two months. In total, the team spent 
five months to audit two weeks of access 
records of a terminated employee. Manual 
compliance control is not only time-con-
suming, it is also cost-intensive and error-
prone (Sorebo 2006).

This paper presents a novel approach 
for automating compliance using a refe-
rence monitor that takes into account the 
probability that the execution of an ins-
truction leads to an incompliant state in 
the future, i.e. the monitor considers the 
risk involved in performing an instruc-
tion. If the risk surpasses a predefined 
threshold, the monitor issues an early 
warning to the officer responsible for the 
process. In doing so, one of the compo-
nents of risk analysis, namely the determi-

nation of incidence rate, is automated and 
its result employed during the execution 
of the system. This contrasts with the tra-
ditional usage of risk analysis, which hap-
pens statically and has no influence on 
the runtime behavior of the system (Pro-
kein 2008). The monitor presented in this 
paper also addresses a more general pro-
blem, namely the enforcement of obliga-
tions, which is a relevant topic in system 
engineering (Hilty et al. 2005; Irwin et al. 
2006), as well as in service oriented archi-
tectures (Pretschner et al. 2007).

To make the distinction between tra-
ditional and novel monitoring tech-
niques evident, this paper first demons-
trates how a traditional references moni-
tor would tackle the anonymity of data 
releases within the scenario of HIPAA 
(2008) using k-anonymity (Sweeney 2002). 
In this setting, the reference monitor must 
enforce a simple privacy policy: each data 
release should not allow any inference to 
the individual to whom the data refers. 
However, since the monitor does not use 
(identification) risk information from past 
and future queries, successive queries may 
release data allowing such an inference, so 
that there is a disclosure of data.

The remainder of this paper is struc-
tured as follows. Based on the HIPAA fra-
mework, in particular its privacy chapter, 
Section 2 shows how one rule of its privacy 
policy could be realized using the k-ano-
nymity and reports on the shortcomings 
of this approach. Section 3 presents a novel 
monitor based on risk and Section 4 closes 
the paper with an evaluation of the presen-
ted monitor.
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2 Scenario: anonymity in health 
care and its realization

The Health Insurance Portability and 
Accountability Act (HIPAA) is a major 
compliance framework in the USA 
concerned with standards to improve the 
efficiency and effectiveness of the health 
care system by encouraging the wide- 
spread use of electronic data interchange. 
One of the main chapters of HIPAA is the 
“Privacy Rule”, whose goal is “to assure 
that individuals’ health information is 
properly protected while allowing the 
f low of health information needed to 
provide and promote high quality health 
care and to protect the public’s health and 
well-being” (HIPAA 2008).

In particular, the Privacy Rule states 
no restrictions on the use or release of de-
identified health information. De-identi-
fied health information neither identifies 
nor provides a reasonable basis to iden-
tify an individual. There are two ways to 
de-identify information; either: 1) a for-
mal determination by a qualified statis-
tician who establishes the extent of what 
can be released; or 2) data sanitization 
(Bishop et al. 2004), i.e. the removal of 
specified identifiers of the individual and 
of the individual’s relatives, household 
members, and employers. Combinations 
of both methods are possible but seldom 
used in practical applications.

However, modern data correlation 
techniques, such as data mining, suc-
cessive queries, and cross-referencing, 
make it possible to re-identify an indivi-
dual from a presumably anonymous data-
set, provided the data becomes unique by 
these means. Such a kind of uniqueness of 
personal data is called identification risk 
(Takemura 2003).

2.1 k-Anonymity and its extension for 
weighted attributes

Sweeney (2000) demonstrates how subtle 
the identification problem and hence the 

identification risk for released anonymous 
data in practice is. She demonstrates that 
combinations of a few characteristics 
often combine in populations to uniquely 
or nearly uniquely identify individuals. 
For example, a finding in her work was 
that 87 percent of the population of the US 
is identifiable based only on 5-digit ZIP 
code, gender and date of birth. Clearly, 
data released containing such information 
about individuals should not be considered 
anonymous.

k-anonymity is a technique introduced 
by Sweeney (2002) to automatically iden-
tify harmful releases of data. A release of 
data is said to provide k-anonymity pro-
tection if the information for each indi-
vidual contained in the release cannot 
be distinguished from at least k-1 indivi-
duals whose information also appears in 
the release. This section introduces the 
main concepts behind k-anonymity and 
demonstrates its technical realization.
Datasets and disclosure. The term data 
refers to individuals-specific information 
that is organized as a table of rows and 
columns. Each row is termed a tuple, which 
contains a relationship among the set of 
values associated with an individual. By 
observing a table, each row is an ordered 
n-tuple of attributes <d1,d2,...,dn>such that 
each value dj is in the domain of the jth 
column, where n stands for the number of 
columns. In a table, each tuple is assumed 
to be specific to one individual and no 
two tuples pertain to the same individual. 
Fig. 1 illustrates an excerpt of a fictive 
dataset.

To draw an inference is to come to believe 
a new fact on the basis of other informa-
tion. A disclosure means that explicit or 
inferable information about an indivi-
dual was unintentionally released. So, 
disclosure control attempts to identify and 
limit disclosures in released data, typically 
ensuring that released data is sufficiently 
anonymous.
Realizing disclosure control. The data 
provider administering the dataset is 

expected to identify all the attributes in 
the private information that could be used 
for linking with external information. As 
the example of Sweeney (2000) shows, 
such attributes not only include explicit 
identifiers, such as name, address, and 
phone number, but also include attri-
butes that in combination can uniquely 
identify individuals, such as birth date 
and gender. The set of such attributes is 
called quasi-identifier (Dalenius 1986). In 
Fig. 1, the first three attributes stand for 
quasi-identifiers.

The operational goal of k-anonymity is 
to release individuals-specific data so that 
the ability to link to other information 
using the quasi-identifier is limited. In 
detail, given a value k with k >1, the refe-
rence monitor receiving and answering 
the incoming queries for data releases 
must enforce that, for every release, the 
number of indistinguishable tuples is k.

As a more thorough example, Fig. 2 
depicts a table that adheres to k-anony-
mity for k = 2 and a set of quasi-identifiers 
{Race, Birth, Gender, ZIP}. (This example 
is taken from (Sweeney 2002).) Therefore, 
for each sequence of values in the release 
of quasi-identifiers, there are at least two 
identical occurrences of quasi-identifiers. 
So if a data consumer receives the result of 
the query, there are at least two individuals 
to whom the data could be applicable.
A deployment of k-anonymity. While 
essential, in practical applications k-
anonymity alone is not enough, for it 
anticipates an already k-anonym dataset 
and the only function of the reference 
monitor is to check whether the release of 
data adheres to the threshold k. Methods 
to establish the k and calculate data to be 
released are not given in the original work 
of Sweeney.

To this end, k-anonymity has been 
extended in several ways (see Machana-
vajjhala et al. (2007) for an overview of 
techniques). In particular, the maximum 
k-safe set is the most useful, being defined 
as follows. If the number of tuples which 
have the same attribute set in the database 
is less than k, the attribute set in the data-
set is k-safe; otherwise, it is k-unsafe (Wil-
lenborg and de Waal 2000). If any com-
bination of a k-safe attribute set and any 
other attribute in the dataset are k-unsafe, 
it is maximal k-safe attribute set. We call 
the largest maximal k-safe set in the data-
set maximum k-safe set. Similarly, if any 
subset of a k-safe attribute set in the data-
set is k-safe, it is a minimal k-unsafe set. 
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Fig. 1  An example of an anonymous personal data set
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We call the smallest minimal k-unsafe 
variable set minimum k-unsafe set (Take-
mura 2000).

The maximum k-safe set is useful in 
practice, as the number of variables which 
should be suppressed or generalized can 
be a minimum for the maximum k-safe 
set. So since the goal is to control the iden-
tification risk, the maximum k-safe vari-
able set can be used for it.

An algorithm to discover the maxi-
mum k-safe variable set was introduced 
by Takemura, which is a kind of distance-
based search algorithm. Takemura’s algo-
rithm can also discover the minimum 
k-unsafe set (see Takemura (2000) for 
details). However, this method falls short 
in considering priorities of attributes, 
which is relevant when the sensitivity of 
attributes with respect to the disclosure 
of data is known. For example, assume 
that AREA in Fig. 1 is the most important 
variable for statistic purposes. In this case, 
the reference monitor must consider this 
information and base the calculation of k 
according to this field.

To solve such an issue, one of the authors 
of this paper proposed a novel approach to 
use the ordered maximal k-safe set instead 
of the maximum k-safe set (Sato and 
Kawasaki 2007). The order of maximal k-
safe set is calculated by priority of attri-
butes set by the responsible officer. Sato’s 
algorithm induces a maximal k-safe vari-
able set with efficient strategy of combi-
national search.

The algorithm calculates the maxi-
mal k-safe set for each tuple in the input 
data. For each tuple, the system evaluates 
every node in the search tree in a depth-
first manner. The “evaluation of a node” 
means that the system counts the number 
of records that include the set of variables 
corresponding to the path from the root 
node to the current node. The tree in Fig. 3 
represents an example search tree for a 
dataset of personal data. Each of the nodes 
represents a variable in the dataset. A path 
from the root to a node corresponds to a 
combination of variables. The tree struc-
ture is calculated by the priority of variab-
les. The proposed algorithm traverses each 
node in the tree in depth-first search man-
ner. In other words, the order of the evalu-
ation of a node determines the priority of 
the variable set. While traversing the tree, 
if the result of the evaluation on the cur-
rent node is greater than equal k and the 
current node is not a leaf node, one of the 
child nodes of the current node becomes 

the new current node, otherwise the sys-
tem backtracks the search tree and selects 
the brother node of the current node as the 
new current node. The system records the 
longest path found while traversing the 
tree and marks it as an ordered k-safe set 
when backtracking.

The authors realized an initial imple-
mentation of this approach. The runtime 
figure of the benchmark carried out on 
a typical desktop PC for a dataset with 
10,000 tuples, each of which containing 
10 attributes is less than 1 second. The 
result for 100,000 records is several hours 
though, indicating the infeasibility for on-
the-fly calculation of ordered k sets.

2.2 The successive query problem of k-
anonymity

One limit of k-anonymity is the consi-
deration of multiple, successive queries 
upon the same dataset. In particular, a 
data consumer may start two or more 
queries on the data holder, whereas each 
of them, disjointly considered, adheres 
to the threshold k but their, e.g., pairwise 
combination does not. In general, such 
an attack is called “the complementary 
release” attack upon k-anonymity (Take-
mura 2000).

This attack happens because the refe-
rence monitor responsible for calcula-
ting and ensuring the threshold k, as well 
as the corresponding tuples for a release, 
does not take into account the past and 
potential future events (in this case, que-
ries) that can happen to the dataset, i.e. it 
does not learn from the past queries, nor 
does it predict potential attacks. In conse-

quence, the release of data does not regard 
the fact that (quasi-identifier) information 
has already been released to a certain data 
consumer, who can then link the results of 
the two queries and, thereby, violate the k 
threshold. If the data holder can be held 
accountable for the data releases disclo-
sing data, it would have violated the pri-
vacy policy, being subject to penalties fol-
lowing from incompliance.

Overall, this attack is a result of a more 
general problem in the protection of the 
privacy of individuals, namely the en-
forcement of obligations. Obligations are 
an important element of modern langu-
ages for the expression of privacy and se-
curity policies (Park and Sandhu 2004), 
describing postconditions that should be 
met by data consumers obtaining access 
to data items. Since, at the moment of the 
authorization, the reference monitor can-
not judge whether the data consumer will 
fulfill the assigned obligation (be it using 
the past events and/or predicting future 
actions), the reference monitor can do no 
better than proceed and “wait and hope” 
that no incompliant state occurs.

3 A monitor for early warning 
risk determination

One way to circumvent the aforemen- 
tioned shortcoming is to devise reference 
monitors that can learn from past events 
and take into account the incidence rate 
of future events. While the importance of 
reference monitors encompassing forward 
reasoning based on the past and present 
events is to-date uncontested (see, e.g., 
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Hamlen et al. 2006; Kähmer and Gilliot 
2008a), we are not aware of similar work in 
the current state of the art, e.g. (Casassa-
Mont et al. 2003; Gama and Ferreira 2005; 
Ribeiro et al. 2001).

The monitor provides an early warning 
about possible incompliant states that 
could possibly be reached in the future as 
a consequence of the current access deci-
sion. Cast in the context of anonymity pre-
sented in Section 2, before releasing a set 
of tuples, the monitor would consider the 
set of attributes already released and cal-
culate whether the current release viola-
tes the threshold stipulated by k-anony-
mity for this dataset or, more generally, the 
probability that obtaining complementary 
(quasi-identifier) data leads to this viola-
tion. In particular, to calculate this pro-
gnosis the reference monitor also takes 
into account complementary informa-
tion, such as the difficulty to obtain a cer-
tain complementary attribute (be it from 
the current or from other tables) allowing 
the identification of an individual.

3.1 Monitor architecture

In this section, we describe the architec-
ture for a monitor realizing early warning 
risk determination in general and employ 
the anonymity setting as running example 

to illustrate the introduced concepts. We 
defer the discussion on the dynamics, i.e. 
operation, of the monitor as further work 
(see Section 5).

The risk determination (RD) module 
is part of the architecture shown in Fig. 4. 
The RD module is encapsulated in the 
inline reference monitor and provides 
a further parameter for the policy deci-
sion point (PDP) responsible for granting 
rights to subjects. (Being part of the refe-
rence monitor, the RD module is thus an 
element of the minimal trusted computing 
base of the system (Lampson et al. 1991)). 
The incoming access or usage instruction 
is provided to the RD module together 
with the applicable policy rule for the cor-
responding attributes. Correlating infor-
mation about the process and history of 
past events and decisions, the RD module 
employs different, application-dependent 
techniques to determine the value Ri,r, i.e. 
the risk that the execution of the instruc-
tion i poses to the rule r. Put differently, 
Ri,r expresses how probable the fact is that 
i leads to a violation of r and thus incom-
pliance.

Considering Fig. 4, the reference moni-
tor architecture extends the traditional 
architectures with the description of the 
process containing the overall workflow 
of the process, an event history containing 

the decisions taken in the past,� and the 
RD module that indicates the probability 
of a policy violation (i.e. incompliance).

In detail, the elements of the architec-
ture we propose and their interplay are as 
follows.
Policy rules. Policy rules express con-
ditions that must be met in order for 
a system to be compliant. State of the 
art policy languages are built up by two 
main concepts, namely authorization and 
obligation (Park and Sandhu 2004). An 
authorization expresses the relationship 
between a set of data items, a subject and 
the rights the subject may exercise over 
the object. Obligations state preconditions 
and postconditions associated with an 
authorization. The policy (written in a 
XML style) depicted in Fig. 5 exemplifies 
these concepts for a user A. Examples 
of policy languages include, e.g., EPAL 
(Ashley et al. 2003) and ExPDT (Kähmer 
and Gilliot 2008b).

In the case of HIPAA, the Policy Rule 
states that health care information must 
be de-identified before being released to 
third-parties, thereby ensuring anony-

�	 The existence of such an event history 
is considered in theoretical approaches on 
monitoring investigating the decidability 
capabilities of the monitor (Hamlen et al. 
2006). The authors are not aware of practical 
approaches addressing this issue.
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mity of individual-related data. The auto-
mated way of de-identifying data is provi-
ded by k-anonymity and a possible policy 
rule for this is depicted in Fig. 6.
Process and domain knowledge descrip-
tion. The description of the process 
provides the RD module with information 
about the expected execution of the pro-
cess, i.e. the kind of instructions that can 
be given to the monitor and the order in 
which they are to be executed. Besides the 
description of the process, this component 
may also encompass knowledge about the 
application in general, e.g. the probability 
that a service is unreachable or the repu-
tation of an external subject. By including 
process and domain knowledge informa-
tion, the reference monitor can estimate 
the future states using heuristic methods 
or by symbolically generating the possible 
computation traces and analyzing them 
with regard to the violation of policies, so 
that more precise decisions can be made.

While modeling techniques for the 
description of processes based on for-
mal languages exist (e.g., business pro-
cess modeling language (BPEL), the 
OMG’s business process modeling nota-
tion (BPMN), the unified modeling lan-
guage (UML), and the security automata 
(Schneider 2000)), one of the challenges in 
this setting is to devise methods to gene-
rate potential future states and quantify 
these states with respect to the threat they 
pose to the adherence to a policy rule in a 
feasible manner in runtime.

In the case of the release of de-identi-
fied data, the description of the process 
is seemingly monotonous, encompas-
sing only queries for the release of data as 
a set of tuples. More important in this set-
ting though is domain knowledge, i.e. the 
description of (external) factors that could 
influence the outcome of the process and 
potentially lead to incompliance. In parti-
cular, in our case this includes the weights 
of the attributes (quasi-identifiers) for the 
calculation of the maximum k-safe set 
and also the estimated chance to obtain 
complementary information containing 
quasi-identifiers. Overall, one challenge 
is to describe domain knowledge and the 
process in a uniform manner.
Execution History. While the descrip-
tion of the business process provides 
information about the future, the exe-
cution history complements this, giving 
information about the past. Technically, 
this is a log file recording the events that 
have taken place, as well as the decisions 

and warnings issued by the PDP. This 
information is not only valuable for the 
RD module, but also for the PDP, as it uses 
information contained in the history to 
base its decisions (in particular for policy 
rules containing preconditions). In some 
settings, this history must remain authen-
tic during the execution of the system, so 
that the information it makes available 
is reliable. To ensure this, secure logging 
mechanisms could be employed (Accorsi 
2006; Sackmann et al. 2006).
Risk determination module (RD Module). 
The RD module is responsible for com-
puting the risk associated to i. While the 
actual algorithm used to determine the 
risk depends on the application at hand, 
the underlying concept is identical in every 
scenario: risk stands for the probability 
that a (lacking) execution on a protected 
asset leads to the violation of a compliance 
rule, i.e.

Risk = (probability of an incident).
Note that this interpretation of risk 

thus differs from those found in traditi-
onal risk management, where risk is defi-
ned as Risk = (probability of an incident) 
x (monetary losses per incident) (Hillson 
and Simon 2007). Here, only the techni-
cal component of risk is considered, not 
the economical.

In the case of anonymity, risk deter-
mination happens using the value k for a 
data release. Namely, there is a pre-defined 
value k for a dataset and an actual value k’ 
for a particular data release of this dataset. 
The simplest way in which risk determina-
tion could take place consists of establi-

shing the relationship between these two 
values: consider k = 5 and k’ = 2. In this 
setting, while the database is configured 
to release tuples indistinguishable from 
four individuals, the actual release makes 
them indistinguishable from one indivi-
dual. Thus, the chance of pinpointing one 
individual of the dataset rises from 20 per-
cent (predefined in the policy) to 50 per-
cent (actual release), thereby posing a gre-
ater threat that the release becomes a disc-
losure in the future.

A more fine-grained method could con-
sider the (sub)set of the quasi-identifiers 
involved in the release, thereby weighting 
the relationship based on the kind of attri-
bute being released. The ideal way, which 
is still ongoing work, is to consider the 
attributes that have already been released 
(event history) in calculating the risk.
Policy decision point (PDP). The value 
Ri,r computed by the RD module is stored 
in the history for further reference and 
passed to the policy decision point (PDP), 
which then takes a decision (grant or 
deny access) or, if the risk associated with 
i exceeds the stipulated threshold, issues a 
warning to the responsible officer. (Note 
that risk is just one component of the 
decision. To check for preconditions, such 
as the role of a subject or its authentication 
level, the execution history is still needed, 
for if not fulfilled, the authorization 
should be denied from the outset.) The 
resultant risk levels are as follows, which 
we express using a color coding similar to 
a traffic light.

Reference Monitor

Policy
Rule r 

Event
History

Process
Description

RD Module PDPInstruction i 
Ri,r

Decision / Warning

Fig. 4  Architecture for early warning based on risk
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j�Negligible: the instruction poses no 
harm to the rule’s compliance.

j�Negligible states are depicted in green.
j�Critical: the instruction poses a consi-

derable threat to compliance.
j�Critical states are depicted using yel-

low.
j�Harmful: the instruction poses an 

imminent, inescapable threat to the 
rule’s compliance.

j�Harmful states are depicted using red.
Instructions with negligible and harmful 
risk level are processed automatically: 
while negligible risk levels are automati-
cally allowed, harmful risk levels lead to 
the complete halt of process executions. 
(If necessary, more fine-grained scales 
of risk can be developed, as well as the 
consideration of other standard actions 
for negligible and harmful states.)

Critical risk levels also lead to a halt of 
the execution. However, here a warning is 
issued to the officers responsible for the 
compliance, who can take a decision to 
proceed with the execution despite the 
threat that it leads to a rule violation. This 
state may be helpful in a number of situa-
tions. For example, suppose a client wants 
to take out a loan. To this end, a number 
of personal information must be collected 
in order to issue such a loan. This could 
contradict with the policy of the client, 
pointing to a critical risk level. However, 
both the client and the bank want to enter 
the contract. In this case, the compliance 

officer may resume the execution after the 
warning.

In all the cases, the decision taken by 
the PDP is recorded in the execution his-
tory. The execution history in particular 
could be further mined with the purpose 
of learning from the past decisions, so that 
decision making could be facilitated when 
a certain “familiar” situation arises. The 
investigation of such a feature is deferred 
to future work.

4 Evaluation

This paper elaborates on a novel com-
pliance monitor for early warning risk 
determination to automate compliance 
control and warn, during the execution 
of the process, about possible incom-
pliant states that originate from policy 
violations. This monitor and its operation 
are illustrated using the Policy Rule of 
the HIPAA framework, contrasting the 
situation with standard monitors and the 
monitor introduced in this paper.

To determine incidence risk, the moni-
tor considers information about the past, 
as well as information about the process 
itself and uncertainties in its execution, 
modeled as domain knowledge about spe-
cific aspects of the underlying scenario. In 
considering such information, the novel 
reference monitor also provides a tech-
nique to address the enforcement of poli-

cies encompassing obligations, in order 
that early warnings can be issued to the 
responsible officers in cases where the risk 
of non-fulfillment surpasses a predefined 
threshold.

This paper reports on a special use of 
the monitor in the context of anonymity. 
To be a fully-fledged monitor able to cope 
with other kinds of policies, thereby pro-
viding for a complete internal control 
system, investigation into policy langu-
ages and general risk determination algo-
rithms are necessary. First, policies should 
encompass not only how a certain pro-
perty is to be guaranteed, but also describe 
what is to be guaranteed, so that the moni-
tor can consider this in the determination 
of risk. The policy language ExPDT (Käh-
mer and Gilliot 2008b) provides a syn-
tactic and semantic basis for compliance 
automation with which such information 
could be encoded. Second, more general 
methods to calculate risk could reduce the 
problem of incidence risk determination 
to a (weighted) graph-theoretical reach
ability problem, so that the resultant risk 
is quantified according to the difficulty 
involved in reaching an illegal state of the 
process, i.e. one that violates a policy.
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Zusammenfassung / Abstract

Rafael Accorsi, Yoshinori Sato, Satoshi Kai

Compliance-Monitor zur Frühwarnung vor Risiken
Der Beitrag befasst sich mit der Entwicklung eines Frühwarnsystems zur vorzeitigen 
Entdeckung von Verletzungen der Privatsphäre in „Business Compliance“ und zeigt 
die Anwendbarkeit dieses Verfahrens am Beispiel der Anonymität. Hierzu wird ein 
Referenzmonitor vorgestellt, der das Risiko, ausgedrückt als Eintrittswahrscheinlichkeit, 
einer zukünftigen Regelverletzung vor ihrem Eintritt automatisch berechnet und warnt, 
wenn die Ausführung als gefährlich eingestuft wird.
Stichworte:  Business Compliance, Privatsphäre, Frühwarnsystem, Referenzmonitor, 
k-anonymity, Risikoindikator

Compliance Monitor for Early Warning Risk Determination
The paper reports on a reference monitor for early warning risk determination for privacy 
violations in the context of business compliance and demonstrates its applicability in the 
particular case of anonymity. To this end, the monitor detects system executions that 
potentially lead to incompliant states before the actual violation by determining the risk 
they pose to compliance goals and warning officers responsible for compliance about 
risky executions. In doing so, the presented monitor is a novel technique to automate 
some of the tasks involved in guaranteeing compliance.
Keywords:  business compliance, privacy, early warning system, risk indicator


